
1 Algebraic Methods

In an algebraic system Boolean constraints are expressed as a system of al-
gebraic equations or inequalities which has a solution if and only if the con-
straints are satisfiable. Equations or inequalities may represent a larger class
of Boolean functions than just disjunctions. The attraction of these methods
is that, in some cases, a single algebraic operation can simulate a large number
of resolution operations. The problem is that it is not always obvious how to
choose the optimal sequence of operations to take advantage of this and often
performance is disappointing due to a non-optimal choice.

1.1 Gröbner Bases Applied to SAT

It is interesting that at the same time resolution was being developed and
understood as a search tool in the 1960’s, an algebraic tool for computing a
basis for highly “non-linear” systems of equations was introduced: the basis it
found was given the name Gröbner basis and the tool was called the Gröbner
basis algorithm [?]. But it wasn’t until the mid 1990’s that Gröbner bases
crossed paths with Satisfiability when it was shown that Boolean expressions
can be written as systems of multi-linear equations which a simplified Gröbner
basis algorithm can solve using a number of derivations that is guaranteed to
be within a polynomial of the minimum number possible [?]. Also in that paper
it is shown that the minimum number of derivations cannot be much greater
than, and may sometimes be far less than, the minimum number needed by
resolution. Such powerful results led the authors to say “these results suggest
the Gröbner basis algorithm might replace resolution as a basis for heuristics
for NP-complete problems.”

This has not happened, perhaps partly because of the advances in the de-
velopment of CNF SAT solvers in the 1990’s and partly because, as is the case
for resolution, it is generally difficult to find a minimum sequence of deriva-
tions leading to the desired conclusion. However, the complementary nature
of algebraic and logic methods makes them an important alternative to resolu-
tion. Generally, in the algebraic world problems that can be solved essentially
using Gaussian elimination with a small or modest increase in the degree of
polynomials are easy. A classic example where this is true is systems of equa-
tions involving only the exclusive-or operator. By contrast, just expressing the
exclusive-or of n variables requires 2n−1 clauses.

In the algebraic proof system outlined here, facts are represented as multi-
linear equations and new facts are derived from a database of existing facts
using rules described below. Let 〈c0, c1, . . . , c2n−1〉 be a 0-1 vector of 2n coeffi-
cients. For 0 ≤ j < n, let bi,j be the jth bit in the binary representation of the
number i. An input to the proof system is a set of equations of the following
form:

2n−1∑

i=0

civ
bi,0

1 v
bi,1

2 . . . vbi,n−1

n = 0 (1)

where all variables vi can take values 0 or 1, and addition is taken modulo
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2. An equation of the form (1) is said to be multi-linear. A product ti =

v
bi,0

1 v
bi,1

2 . . . v
bi,n−1

n , for any 0 ≤ i ≤ 2n − 1, will be referred to as a multi-linear
term or simply a term. The degree of ti, denoted deg(ti), is

∑
0≤j<n bi,j. A

term that has a coefficent of value 1 in an equation is said to be a non-zero
term of that equation.

New facts may be derived from known facts using the following rules:

1. Any even sum of like non-zero terms in an equation may be replaced by
0. Thus, v1v2 + v1v2 reduces to 0 and 1 + 1 reduces to 0. This reduction
rule is needed to eliminate terms when adding two equations (see below).

2. A factor v2 in a term may be replaced by v. This reduction rule is needed
to ensure terms remain multi-linear after multiplication (see below).

3. An equation of the form (1) may be multiplied by a term and the re-
sulting equation may be reduced to the form (1) by rule 2. above. Thus,
v3v4(v1 + v3 = 0) becomes v1v3v4 + v3v4 = 0.

4. Two equations may be added to produce an equation that may be re-
duced by rule 1. above to the form (1). Examples will be given below.

An equation that is created by rule 3. or 4. is said to be derived. All derived
equations are reduced by rules 1. and 2. before being added to the proof.

Observe that the solution spaces of two equations are complementary if
they differ only in that c0 = 0 for one and c0 = 1 for the other. For example,
the sets of solutions for the two equations

v1v2v3 + v1v2 + v2v3 + v1 + 1 = 0 and
v1v2v3 + v1v2 + v2v3 + v1 = 0

are complementary.

We leave as evident that performing operations 3. and 4. with reductions 1.
and 2. as needed results in a set of derived equations whose solution space is
a superset of the original set. The set of all possible derived equations has a
solution space which is identical to that of the original set of equations.

Theorem 1. The equation 1=0 is always derivable using rules 3. and 4. (and
implicitly rules 1. and 2.) from an inconsistent input set of multi-linear equa-
tions and never derived from a consistent set.

Proof. Assume 1=0 is not one of the input equations. Suppose 1=0 is derived
from a consistent input set. Then two equations were added to derive 1=0.
But the solution space of both must be complementary and therefore the
solution space of the entire system must be empty. That is not possible since
application of rules 3. and 4. do not reduce the solution space below that of the
original set of equations and there is at least one solution because the input
set is consistent.

Suppose 1=0 is not derivable from an inconsistent input set. We re-index
terms, with the term of degree 0 taking the lowest index, and construct a
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sequence of derivations such that no two derived equations have the same
non-zero term. If the derivation cannot continue to the lowest (0th) term then
the resulting system of equations is linearly independent and therefore must
have a solution. But that is impossible by assumption.

Re-indexing is as follows: terms of degree i all have higher index than
terms of degree j if i > j; among terms of the same degree, the order of index
is decided lexicographically. Call the equations ψ and create set B, initially
empty. Repeat the following until ψ is empty. Pick an equation e of ψ that
has the highest index, non-zero term. As long as there is an equation g in B
whose highest non-zero term has the same index as the highest index non-zero
term of e, replace e with e + g. If 0=0 is not produced, add e to B. This
ensures B remains linearly independent. Create as many as n new equations
by multiplying e by every variable and add those equations to ψ that have
never been in ψ. This sets up the addition of e with all other equations in
B. When ψ is empty, all original equations have been replaced by equations
with the same solution space and are such that no two of them have the same
highest index non-zero term.

Next we show some examples of inputs and then two short derivations.
The CNF clause

(v1 ∨ v2 ∨ v3)

is represented by the equation

v1(1 + v2)(1 + v3) + v2(1 + v3) + v3 + 1 = 0

which may be rewritten

v1v2v3 + v1v2 + v1v3 + v2v3 + v1 + v2 + v3 + 1 = 0.

The reader can verify this from the truth table for the clause. Negative literals
in a clause are handled by replacing variable symbol v with (1 + v). For
example, the clause

(¬v1 ∨ v2 ∨ v3)

is represented by

(1 + v1)(1 + v2)(1 + v3) + v2(1 + v3) + v3 + 1 = 0

which reduces to

v1v2v3 + v1v2 + v1v3 + v1 = 0. (2)

As can be seen, just the expression of a clause introduces non-linearities.
However, this is not the case for some Boolean functions. For example, the
exclusive-or formula

v1 ⊕ v2 ⊕ v3 ⊕ v4

is represented by
v1 + v2 + v3 + v4 + 1 = 0.

An equation representing a BDD (Section ??) can be written directly from the
BDD as a sum of algebraic expressions constructed from paths to 1 because
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each path represents one or more rows of a truth table and the intersection of
rows represented by any two paths is empty. Each expression is constructed
incrementally while tracing a path as follows: when a 1 branch is encountered
for variable v, multiply by v, and when a 0 branch is encountered for variable
v, multiply by (1 + v). Observe that for any truth assignment, at most one of
the expressions has value 1. The equation corresponding to the BDD at the
upper left in Figure ?? is

(1 + v1)(1 + v2)(1 + v3) + (1 + v1)v2v3 + v1(1 + v2)v3 + v1v2 + 1 = 0

which reduces to

v1 + v2 + v3 + v1v2v3 = 0.

Since there is a BDD for every Boolean function, this example illustrates the
fact that a single equation can represent any complex function. It should be
equally clear that a single equation addition may have the same effect as many
resolution steps.

Addition of equations and the Gaussian-elimination nature of algebraic
proofs is illustrated by showing steps that solve the following simple formula:

(v1 ∨ ¬v2) ∧ (v2 ∨ ¬v3) ∧ (v3 ∨ ¬v1) (3)

The equations corresponding to the above are (1), (2), and (3). All equations
below the line are derived as stated on the right.

v1v2 +v2 = 0 (1)
v2v3 +v3 = 0 (2)

v1v3 +v1 = 0 (3)

v1v2v3 +v2v3 = 0 (4)⇐ v3 · (1)
v1v2v3 +v3 = 0 (5)⇐ (4) + (2)
v1v2v3 +v1v3 = 0 (6)⇐ v1 · (2)
v1v2v3 +v1 = 0 (7)⇐ (6) + (3)
v1v2v3 +v1v2 = 0 (8)⇐ v2 · (3)
v1v2v3 +v2 = 0 (9)⇐ (8) + (1)

v1 +v2 = 0 (10)⇐ (9) + (7)
v1 +v3 = 0 (11)⇐ (5) + (7)

The solution is given by the bottom two equations which state that v1 =
v2 = v3. If, say, the following two clauses are added to (3)

(¬v1 ∨ ¬v2) ∧ (v3 ∨ v1)

the equation v1 + v2 + 1 = 0 could be derived. Adding this to (10) would give
1 = 0 which proves that no solution exists.

Ensuring a derivation of reasonable length is difficult. One possibility is
to limit derivations to equations of bounded degree where the degree of a
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Algorithm 1.

An Algebraic Solver (ψ, d)
/* Input: List of equations ψ = 〈e1, ..., em〉, integer d */
/* Output: “satisfiable” or “unsatisfiable” */
/* Locals: Set B of equations */

Set B ← ∅.
Repeat while ψ 6= ∅:

Pop e← ψ.
Repeat while ∃e′ ∈ B : first non-zero(e) = first non-zero(e′):

Set e← reduce(e+ e′). /* Rule 4. */
If e is 1 = 0: Output “unsatisfiable”
If e is not 0 = 0:

Set B ← B ∪ {e}.
If degree(e) < d:

Repeat for all variables v:
If reduce(ve) has not been in ψ:

Append ψ ← reduce(ve). /* Rule 3. */
Output “satisfiable”.

Figure 1: Simple algebraic algorithm for SAT.

term t, deg(t), is defined in the proof of Theorem 1 and the degree of an
equation is degree(e) = max{deg(t) : t is a non-zero term in e}. An example
is Algorithm 1 of Figure 1 which is adapted from [?]. In the algorithm terms
are re-indexed as in Theorem 1. Then first non-zero(ei) is used to mean the
highest index of a non-zero term of ei. The function reduce(e) is an explicit
statement that says reduction rules 1. and 2. are applied as needed to produce
a multi-linear equation.

We close by comparing equations and the algebraic method with BDDs
and BDD operations. Consider an example taken from Section ??. Equations
corresponding to f and c in Figure ?? are

f : v1v3 + v2 + v1v2 = 0

c : v2v3 + v3 = 0

Multiply f by v2v3 to get v2v3 = 0 which adds with c to get v3 = 0, the
inference that is missed by restrict(f, c) in Figure ??. The inference can be
derived from BDDs by reversing the role of f and c as shown in Figure ??.
Consider what multiplying f by v2v3 and adding to c means in the BDD world.
The BDD representing v2v3, call it d, consists of two internal nodes v2 and v3,
a path to 0 following only 1 branches, and all other paths terminating at 1.
Every path that terminates at 1 in f also terminates at 1 in d. Therefore, d∧c
can safely be added as a BDD as long as f remains. But it is easy to check
that d ∧ c is simply v3 = 0.

The process used in the above example can be applied more generally. All
that is needed is some way to create a “best” factor d from f and c. This
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is something a generalized co-factor, which is discussed in Section ??, can
sometimes do. However, the result of finding a generalized co-factor depends
on BDD variable ordering. For the ordering v1 < v2 < v3 the generalized
co-factor g = gcf(f, c) turns out to be (v1 ∨ ¬v2 ∨ v3) ∧ (¬v2 ∨ ¬v3) which is
different from d in the leading clause but is sufficient to derive the inference
when conjoined with c. By the definition of gcf, since f ∧ c = g ∧ c, g may
replace f - this is not the case for d above.

Existentially quantifying v away from a BDD has a simple counterpart in
algebra: just multiply two polynomials, one with restriction v = 1 and the
other with restriction v = 0. For example, the BDD of Figure ?? may be
expressed as

v1v2v3 + v1v3 + v1 + 1 = 0.

The equations under restrictions v2 = 1 and v2 = 0, respectively, are

v1 + 1 = 0 and v1v3 + v1 + 1 = 0.

The result of existential quantification is

(v1 + 1)(v1v3 + v1 + 1) = v1 + 1 = 0

which reveals the same inference. As with BDDs, this can be done only if the
quantified variable is in no other equation.

The counterpart to strengthening is just as straightforward. The BDDs of
Figure ?? have equation representations

b2 : v1v3 + v2 + v1v2 = 0

b1 : v3 + v2v3 = 0.

Existentially quantify v1 away from b2 to get v2v3 = 0 and add this to b1 to
get v3 = 0.

1.2 Integer Programming

An Integer Program models the problem of maximizing or minimizing a linear
function subject to a system of linear constraints, where all n variables are
integral:

maximize or minimize c α (4)
subject to Mα ≤ b

l ≤ α ≤ u
αi integral, 1 ≤ i ≤ n

where M is a constraint matrix, c is a linear objection function, b is a
constant vector, and α is a variable vector.

The Integer Programming problem and its relaxation to Linear Program-
ming are very well studied and a large body of techniques have been devel-
oped to assist in establishing an efficient solution to (4). Since it was shown
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in Section ?? that an instance of Satisfiability can be modeled as an Integer
Program, these techniques can be applied to Satisfiability. They are divided
into the categories of preprocessing and solving. However, an important third
aspect concerns the matrix M that is used to model a given instance.

Modeling is important because the effective solution of Integer Programs
often entails the use of Linear Programming relaxations. A solution to such a
relaxation generally provides a bound on the actual solution and the relaxation
of one formulation of the input may provide a tighter bound than another.
Generally, the tighter the bound, the better.

For example, consider two formulations of the pigeon-hole problem which
is discussed further in Section ?? in regards to resolution. The pigeon-hole
problem is: can n+ 1 pigeons be placed in n holes so that no two pigeons are
in the same hole. Define Boolean variables vi,j, 1 ≤ i ≤ n, 1 ≤ j ≤ n + 1
with the interpretation that vi,j will take the value 1 if and only if pigeon j
is in hole i and otherwise will take value 0. The following equations, one per
pigeon, express the requirement that every pigeon is to be assigned to a single
hole:

n∑

i=1

vi,j = 1, 1 ≤ j ≤ n+ 1, (5)

and the following inequalities express the requirement that two pigeons cannot
occupy the same hole:

vi,j + vi,k ≤ 1, 1 ≤ i ≤ n, 1 ≤ j < k ≤ n + 1. (6)

There is no solution to this system of equations and inequalities. Relaxing
integrality constraints there is a solution at vi,j = 1/n for all i, j. Running
the algorithm to be shown later, practically complete enumeration is necessary
before finally it is determined that no solution exists [?]. However, the require-
ment that at most one pigeon is in a hole may alternatively be represented
by

n+1∑

j=1

vi,j ≤ 1, 1 ≤ i ≤ n. (7)

which may be used instead of (6). The new constraints are much tighter than
(6) and the system (5) and (7) is easily solved [?]. The reader may compare
this formulation with that given in Section ??.

The purpose of preprocessing is to reformulate a given Integer Program and
tighten its Linear Programming relaxation. In the process it may eliminate
redundant constraints and may even be able to discover unsatisfiability.

2 Cutting Planes

3 Elliptical Cuts
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