
20-EECE-4029 Operating Systems Spring, 2013 John Franco

Final Exam name:

Question 1: Device Driver (15)

int open (struct inode *inode, struct file *filp) { return 0; }

int release (struct inode *inode, struct file *filp) { return 0; }

ssize_t read (struct file *fil, char *buf, size_t cnt, loff_t *f_pos) {

unsigned long port = SOME_NUMBER;

unsigned char *kbuf = kmalloc(cnt, GFP_KERNEL), *ptr;

ptr = kbuf;

while (cnt--) *(ptr++) = inb(port);

copy_to_user(buf, kbuf, cnt);

kfree(kbuf);

return cnt;

}

ssize_t write (struct file *fil, const char *buf, size_t cnt, loff_t *pos) {

unsigned long port = SOME_NUMBER;

unsigned char *kbuf = kmalloc(cnt, GFP_KERNEL), *ptr;

copy_from_user(kbuf, buf, cnt);

ptr = kbuf;

while (cnt--) outb(*(ptr++), port);

kfree(kbuf);

return cnt;

}

struct file_operations fops = {

.read = read,

.write = write,

.open = open,

.release = release,

};

int init(void) {

register_chrdev(100, "exam", &fops);

return 0;

}

void exit(void) { unregister_chrdev(100, "short"); }

module_init(init);

module_exit(exit);

a. What’s up with this code (assume SOME NUMBER defined, appropriate includes added)?
It actually compiles but runs into problems because memory barriers are missing and the count that
is returned is always 0 which causes all kinds of consternation. The fact that unregistering is done
for “short” while registering is done for “exam” is my fault.

b. Indicate improvements that should be made.
Minimally, a read barrier should be inserted into the loop in the read function and a write memory
barrier should be inserted into the loop of the write function; the result of copy to user should
be checked for errors with appropriate action taken and should replace cnt as the return value; for
write, the return value of copy from user should be checked and the write count should be returned.



Question 2: Memory Management (20)

(a) Why is there a distinction between paging and demand paging?
“Demand paging is when only required pages are brought into memory instead
of all pages of a process.”

(b) What is so good about demand paging anyway?
“More processes can be running due to more available memory.”

(c) Name a page allocator
Buddy allocator (what else?)

(d) When does a page fault occur?
“When a process attempts to access a page that is not in memory, so the OS
has to load it.”

(e) What happens when a page fault occurs?
1. an exception is raised - the OS handles it
2. the state of the process causing it is saved
3. if its a page fault, it is determined that the address reference is valid
4. the location of the page on disk is found
5. the page is read from disk
6. the process that raised the exception is restarted
7. the state of the current I/O process is saved
8. the page table is updated
9. the state of process causing the fault is restored & process is resumed

(f) What does a page replacement algorithm do?
“When a page fault occurs and there are no more free frames available, a page
replacement algorithm must choose a page to be replaced in memory.”

(g) Name and describe a real fancy but practical page replacement algorithm
“Second chance least recently used: a circular queue keeps track of pages
and stores a bit that keeps track of recently used pages by making the bit as a
1. When a page needs to be replaced, the first that contains a 0 will be replaced
and [while looking for that 0 entry] all visited page entries [(their bits have
value 1)] will have their bits cleared giving them a second chance [to remain in
memory].”



Question 3: File Systems (25)

(a) File systems may be managed through structures that efficiently locate file
clusters. One implementation uses dentry and inode structures. Describe how
these work
inode: is a data structure that contains references through which a file’s clus-
ters on disk may be located in log(size) accesses. An inode may also reference
a directory. An inode minimally contains the following information: size of
file, permission, ownership, location on disk organized as follows: the first 10
of N data pointers contain direct references to the first 10 clusters of a file; the
next data pointer references an index structure with 10 pointers that directly
reference the next 10 clusters. The next data pointer references an index struc-
ture with 10 pointers each pointing to an index structure with 10 pointers that
directly reference the file’s next 100 clusters. The next data pointer indirectly
references the file’s next 1000 clusters and so on to the Nth data pointer.

dentry: a data structure that minimally contains the name of a file or directory
and a pointer to the location of the file’s inode on disk.

sequential access: locate dentry, locate inode, walk through data pointers,
in order, accessing clusters along the way.
random access: locate dentry, locate inode, compute the cluster containing
the data to be accessed, locate the data pointer that points to that cluster,
access the cluster.

(b) Describe how soft links are implemented with dentry and inode structures.
A symbolic link is a special file type whose data part carries a path to another
file. The OS recognizes the data as a path, and redirects opens, reads, and
writes so that, instead of accessing the data within the symbolic link file, they
access the data in the file named by the link file.

(c) Where are inode structures located on disk and why?
They are spread evenly throughout the disk to allow the inodes to be close to
the file pages they reference - thus hard drive heads will not have to traverse
long distances to read both the inodes and the file data.



(d) What does a disk scheduling algorithm accomplish?
“There could be many processes that are waiting to access a disk. A disk
scheduling algorithm is used to access the disk in the most efficient way so that
the disk does not need to spend so much time seeking.”

(e) Name a disk scheduling algorithm and describe how it works
“The elevator algorithm. First the head moves in one direction, servicing reads
and writes as it goes. When there are no more reads or writes in that direction,
it goes back the other way servicing reads and writes as it goes until there is
nothing left in that direction, and so on.

(f) RAID is intended to boost reliability when many drives are needed for big data
applications. Describe Level 5 and indicate the rationale behind its organiza-
tion.
Multiple disk drives working cooperatively provide reliability via redundancy
and improve performance. Disks are stripped at the block level - every block
is split into pieces, each of which is placed on a different drive. There is also
a parity block that goes along with the split block - if one of the drives goes
bad, the parity block is used to recreate the data of the bad block and allow
the entire system to remain operational until repairs are made. To mitigate the
problem of “hotspots” the parity blocks are evenly disbursed over all the drives.



Question 4: Input and Output (20)

(a) Describe how Direct Memory Access (DMA) works
DMA is a hardware mechanism that allows peripherals to transfer their IO
data directly to and from main memory without the need to involve the system
processor. The transfer is directly between the IO device and the memory.
Typically, a device driver allocates a DMA buffer, sends a signal to the device
indicating where to send the data, then goes to sleep while the device writes
the data to the buffer. When finished it raises an interrupt which is handled
by the driver to awaken the process needing the data and to transfer the data
from the buffer.

(b) DMA requires hardware support but also an operating system supporting DMA
must be carefully designed to prevent certain problems from destroying data.
What are those problems and how does the operating system solve them?

1. Bus contention could slow the processor. This can be mitigated by using
a buffer that is part of the DMA controller. When an I/O operation is
complete, a transfer between memory and the buffer can be effected over
the memory bus via cycle stealing.

2. Since there are several buffers/caches to support DMA, it may be possible
that they become out of sync resulting in erroneous data transfers. Syn-
chronization mechanisms must be provided to avoid this. Thus, flushes
must be performs on outgoing transfers and cache entries must be invali-
dated on incoming transfers.

3. Devices may not be able to access all of memory that is available. Some
means may be provided to rectify this, for example bounce buffers.

(c) Sometimes, for example with networks, data that is sent to a device serially
must be packaged from several sources. State the mechanism used by an oper-
ating system to ensure that this is done most efficiently (mainly with respect
to time) and briefly describe what it does.

A collection of buffers in a ring configuration may be created in memory. Oper-
ation is as follows: an incoming packet is placed in next available buffer in the
ring; then an interrupt is raised by the device; the device driver responds to the
interrupt and sends the packet to kernel code for processing; the device driver
“inserts” a new buffer into the ring (actually just reuses one of the allocated
buffers).

(d) What is the reason that all I/O operations are done in priviledged mode?

To prevent guys like Samir from screwing around with someone else’s processes
and data via the I/O subsystem.



Question 5: Threads (20)

(a) What do the terms top-half and bottom-half mean in the context of device
drivers and describe how they are used.

When an interrupt is handled a “top half” is executed very quickly to set up
a “bottom half.” The top half needs to execute quickly because interrupts are
disabled to handle the event. The top half sets up device data specific for the
bottom half and schedules the bottom half in a work queue. The bottom half is
where the heavy work is done - it may take a long time and may need to raise
or respond to interrupts.

(b) In the context of read/write transactions in a multi-threaded application, what
is meant by serializability?

A transaction schedule over several threads is serializable if its resulting memory
state is the same as the result of executing the transactions sequentially (that
is, without overlapping in time). A transaction is a series of memory reads and
writes.

(c) What well-known protocol guarantees serializability and how does it work?

Two-phase locking. The first phase is an expansion phase where locks are
acquired and none are released. The second phase is a shrinking phase where
locks are released and none are acquired.

(d) How can deadlock be avoided while using this protocol?

Serializability is great - especially for databases - but deadlocks are possible. To
prevent deadlocks use a graph whose edges represent a precedence of conflicting
operations (that is, one preceeds the other). Two operations conflict if at least
one of the operations is a write and both operations access the same object. If
such a graph has no cycles, there is no deadlock. If the graph has at least one
cycle, at least one operation can be aborted to break it.


