
20-EECE-4029 Operating Systems Fall, 2015 John Franco

Final Exam name:

Question 1: Processes and Threads (12.5)

long count = 0, result = 0;

pthread_mutex_t mutex;

pthread_cond_t cond;

void *P1(void *t) {

sleep(1);

pthread_mutex_lock(&mutex);

pthread_cond_wait(&cond, &mutex);

count++;

pthread_mutex_unlock(&mutex);

pthread_exit(NULL);

}

void *P2(void *t) {

long j, i, res = 0;

for (i=0 ; i < 10 ; i++) {

for (j=0 ; j < 100000 ; j++) res += 1;

pthread_mutex_lock(&mutex);

result += res;

count++;

if (count == 12) pthread_cond_signal(&cond);

pthread_mutex_unlock(&mutex);

}

pthread_exit(NULL);

}

int main(int argc, char *argv[]) {

long t1 = 1, t2 = 2, t3 = 3, i;

pthread_t threads[3];

pthread_mutex_init(&mutex, NULL);

pthread_cond_init (&cond, NULL);

pthread_create(&threads[0], NULL, P1, (void*)t1);

pthread_create(&threads[1], NULL, P2, (void*)t2);

pthread_create(&threads[2], NULL, P2, (void*)t3);

for (i = 0 ; i < 3 ; i++) pthread_join(threads[i], NULL);

printf("done: count=%ld result=%ld\n",count,result);

}

(a) What’s up with this code?

It never completes and prints no output

(b) Fix it so that it prints a “correct” answer (sleep stays put).

Wrap
pthread cond wait(&cond, &mutex); count++;

of P1 inside ‘if (count < 12) { ... }’

(c) What does it print when it is correct?

done: count=21 result=11000000



Question 2: Memory Management (12.5)

(a) How does a buddy allocator allocate pages?

At any one time the allocator has a number of free memory blocks b1, b2, ..., bn
where bi has size 2ki pages for some positive integer ki. When a request for
r pages is made, the buddy allocator attempts to find a free block of size no
smaller than r. If there is none, an exception is raised and handled as below.
Otherwise the allocator attempts to find the smallest free block bj such that
2kj/2 ≥ r. If one, bj, is found it is split into two equal pieces. If 2r > 2kj/2
then one of the pieces is returned and the other kept free. Otherwise, one of the
pieces is split and the above test made again, returning a chunk if successful
and continuing with more splits until successful, if not.

(b) What allocates pages to a slab?

A buddy allocator

(c) What is a slab for?

Kernel objects of a predetermined size

(d) Swapping pages into and out of cache can take a long time relative to accessing
memory directly. On the other hand, cache memory is faster than RAM. What
tips the balance in favor of using a cache for data and instructions?

The principle of locality

(e) What does a buddy allocator do if a request for contiguous space cannot be
met?

Calls a function that swaps out some pages

(f) What does a memory management unit do?

Takes care of requests for access to memory that are initiated by a CPU

(g) Address translations to physical memory take more time to complete than di-
rectly accessing physical memory. So, why is virtual memory a good idea (give
all the reasons you can)?

• Enables processes to share memory and libraries

• Enables execution of processes that would otherwise require more memory
than is available

• Makes application programming easier by making it appear that an appli-
cation is using a single chunk of contiguous space



Question 3: File Systems (12.5)

(a) What percentage of a file system is allocated for each FAT in a FAT16 file
system? Assume 512 byte sectors, 4 sectors per cluster with clusters being the
smallest addressable unit. Also assume the largest FAT possible for a file system
of a given size.

There is a 16 bit or 2 byte entry for every 2048 byte cluster. Hence the fraction of
the file system used for a FAT16 FAT is 2/2048 = .00097 which is approximately
0.1 percent.

(b) Starting at a file’s inode in an EXT2 file system or a file’s first FAT entry in a
FAT16 file system, how many reads are needed to locate the block containing
the 67000th byte of a file in each file system? So you dont’t need a calculator,
assume block (cluster, addressable units) sizes for both file systems is 1000
bytes. Please write down how you obtained your answer.

• FAT: The byte will be in the 67th cluster. The FAT will have to be ac-
cessed 67 times to find this cluster - a linked list, blocks are not necessarily
contiguous on disk so all links need to be dereferenced. Total reads: 67.

• inode: The first 10 pointers to disk blocks cover the first 10 blocks. The
next pointer covers references to the next 10 blocks via an index structure.
The next pointer covers references to the next 100 blocks via a two-level in-
dex structure. Since 120 > 67 > 21 this index structure must be consulted
and a read is necessary to find the first level index. The first pointer at
this level points to an index structure that takes care of blocks 20-29, the
second takes care of blocks 30-39, the fifth takes care of blocks 60-69. The
fifth pointer is read to access the index on the second level. Its seventh
pointer references the block containing the 67000th byte. The total reads
to get there: 3.

(c) How should the design of a network file system be different from that of a file
system that is only concerned about storage devices that are connected to the
host?

• There are different, more, and more serious failure possibilities that could
lead to security issues if not addressed properly.

• Protocols must be designed to handle the access requests

• Consistency semantics need to be defined



Question 4: Input and Output (12.5)

(a) Describe how Direct Memory Access (DMA) works

DMA is a hardware mechanism that allows peripherals to transfer their IO data
directly to and from main memory without the need to involve the CPU. Steps
in a DMA transfer:

• Device driver allocates a DMA buffer, sends signal to device indicating
where to send the data, sleeps

• Device writes data to DMA buffer, raises interrupt when finished

• Device driver interrupt handler gets data from DMA buffer, acknowledges
interrupt, awakens software requesting data to process it

(b) DMA requires hardware support but also an operating system supporting DMA
must be carefully designed to prevent certain problems from destroying data.
What are those problems and how does the operating system solve them?

• DMA steals cycles from the processor to make the transfer so too frequent
transfers may slow things down. Solved by using DMA only when it is
likely that there will be little interference with the CPU.

• Cache coherency must be preserved. Solved using synchronization mecha-
nisms to avoid accessing non-updated information from RAM.

• IO buses typically use physical addresses and transfers must be contiguous.
DMA controllers use logical bus addresses. The OS kernel must provide
translations.

(c) Sometimes, for example with networks, data that is sent to a device serially must
be packaged from several sources. State the mechanism used by an operating
system to ensure that this is done most efficiently (mainly with respect to time)
and briefly describe what it does.

Scatter/Gather I/O is a method of input and output by which a single procedure
call sequentially writes data from multiple buffers to a single data stream or
reads data from a data stream to multiple buffers. The buffers are given in an
array of sg objects.

(d) What is the reason that all I/O operations are done in priviledged mode?

For protection against a user process that accidentally or intentionally attempts
to disrupt normal operation via illegal I/O instructions.



Question 5: Power Management (12.5)

(a) To conserve battery charge manufacturers design the CPU, memory, and I/O
devices to have multiple states. List some likely states and describe how those
states are achieved. You can invent your own states if they make sense. Do not
just say C0 or P0 - actually say what a state is supposed to do. Don’t forget to
talk about what happens when the computer is plugged into the wall.

• operating - running at 100% power

• halt - main internal clocks turned off by software

• stop - main internal clocks off by hardware

• sleep - all internal clocks off

• deeper sleep - clocks off, voltage reduced

• deep power down - voltage reduced to anything

• Performance states: from maximum power and frequency to less power,
lower frequency to lowest power, lowest frequency

(b) Say how these states may be entered. The more detail the better. Remember,
something has to be noticed to enter a state.

• Performance states: may only be entered when in the operating state.

• halt state is entered by calling a trap

• stop state is entered by raising an interrupt (IRQ)

• sleep state entered through stop state and via pin on the chip

• deep sleep entered by killing the external clock



Question 6: Kernel Modules (12.5)

(a) Why do device drivers need interrupt handlers and what do the interrupt han-
dlers accomplish?

I/O is typically slow and the CPU should not wait until an I/O op is completed.
The CPU initiates the op then does something else. When the op is finished
an interrupt is raised to handle the result. The handler schedules a process to
accomplish this.

(b) In what ways are interrupt handlers in a device driver (running as a kernel
module) limited? Name a bunch or as many as you can.

• There are only a small number of interrupt lines available - this may require
sharing of lines. Worse, an available line may not even be found!

• Since interrupts are disabled to handle an event, a handler must execute
quickly. Hence, what an interrupt can actually do is limited. So, it typi-
cally just schedules a more complex process to complete an I/O op.

• An interrupt may be missed - a timer can be used as a workaround

• Interrupts may be disabled to avoid deadlock

(c) What concerns does a developer have when implementing an interrupt handler?

• Concerns related to the limitations above

• Uncertain state exists when interrupt awakens handler

• How to determine which handler should be invoked when an interrupt is
raised

• Time between the interrupt being raised and the interrupt being handled

(d) What “tools” can be used to handle those concerns?

• Timers to prevent damage or instability when interrupts are missed

• Workqueues to schedule a full process for taking care of the interrupt

• Probe functions to determine an available IRQ line



Question 7: Disk Scheduling (12.5)

Suppose a hard magnetic disk (that is, has arms holding heads) has 100 cylinders,
the disk arm is at cylinder 0, and no requests have yet been made. Suppose the time
for the arm to traverse the disk from cylinder 0 to cylinder 99 is 0.1 second. Suppose
the time to read data from a cylinder is 1 millisecond. Suddenly, a series of read
requests for data on cylinder 30*N mod 100 arrive exactly 1/40 second apart where
N is the sequence number of the request (thus, N=1 for the first request, N=2 for the
second request and so on). What cylinders have been read after exactly 0.2 seconds
has passed since the first request and what cylinders are waiting to be read if the
LOOK algorithm is used?

sec srv’d list sec srv’d list

0 - 30 0.1 - 20
0.025 - 30,60 0.125 - 20,50
0.03 30 60 0.13 50 20
0.05 - 60,90 0.15 - 20,80
0.06 60 90 0.16 20 80
0.075 - 20,90 0.175 - 10,80
0.09 90 20 0.2 - 10,40,80

Answer: 30,60,90.50,20 have been read and 10,40,80 are waiting to be read. One
millisecond rotational latency is too small to make a difference compared to 25 mil-
lisecond intervals.



Question 8: Caching (12.5)

Assume only 4 bytes at a time can be retrieved from main memory and the time it
takes to do that is 60 nsec. Suppose cache lines are 64 bytes and that row address
strobing is all that is needed to fill a cache line. Thus, the time it takes to fill a cache
line or write a cache line to memory is 480 nsec. Suppose further that the time to
read any number of bytes from a cache line is 2 nsec. Compute a lower bound on the
cache hit rate that ensures average read time is no greater than 10% more than what
read times would be without a cache. Assume an eviction always occurs on a cache
miss and that half the time the evicted cache line is dirty.

Let r be the hit rate, a number between 0 and 1

The average read time is required to be no greater than 66 nsec.

The average read time is the probability that the data to read is in the cache times
2 nsec plus the probability the data to read is not in the cache times the probability
the cache is not dirty times the time is takes to fill the cache before the read can take
place, which is 482 nsec (480 nsec to fill a cache line plus 2 nsec to read from it), plus
the probability the data to read is not in the cache times the probability the cache is
dirty times 962 (the time it takes to write a cache line, then read a cache line then
read from the cache line). Thus

66 > r ∗ 2 + (1− r) ∗ 482/2 + (1− r) ∗ 962/2

66 > 722− 720 ∗ r

654/720 < r

r > .903


