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Abstract 

Unsupervised learning methods have been tremendously 
successful in extracting knowledge from genomics data 
generated by high throughput experimental assays. 
However, analysis of each dataset in isolation without 
incorporating potentially informative prior knowledge is 
limiting the utility of such procedures. Here we present a 
novel probabilistic model and computational algorithm for 
semi-supervised learning from genomics data. The 
probabilistic model is an extension of the Bayesian semi-
parametric Gaussian Infinite Mixture Model (GIMM) and 
training of model parameters is performed using Markov 
Chain Monte Carl algorithm. The utility of the procedure in 
improving precision of cluster analysis by incorporating 
prior information is demonstrated in a simulation study and 
the analysis of the real world genomics data. 

1. Introduction   

Identifying groups of co-expressed genes through cluster 
analysis has been successfully used to elucidate affected 

biological pathways and postulate transcriptional 

regulatory mechanisms [1,21]. Virtually all classical 

clustering algorithms [4,24,26,30], as well a multitude of 

brand new procedures [9,27] have been applied in the 

context of clustering genomics data. The integration of 

biological knowledge in such analyses has been most 

commonly facilitated by assessing the enrichment of 

clusters with genes from pre-defined functionally coherent 

gene lists (“functional categories”) [12]. A systematically 

different approach is to use semi-supervised learning to 
incorporate information as the prior knowledge into the 

clustering algorithm itself [1,4,10,11,22,25] 

 Here we describe a novel probabilistic framework, Prior 

Gaussian Infinite Mixture Model (PGIMM), for semi-

supervised learning of clusters of co-expressed genes. 

PGIMM is an extension of Bayesian semi-parametric 

                                                
 

 

Gaussian Infinite Mixture Model (GIMM). The use of 
GIMM [18] helps us avoid specifying the number of 

clusters [3,19] before the initiation of clustering procedure. 

For PGIMM, we postulate a generative probabilistic model 

for the observed genomics data in terms of a Bayesian 

network. The leaning is performed by estimating the 

parameters of the model via Gibbs sampler. 

The paper is organized as follows: we define the 

probabilistic model and the computational algorithm in 

section 2; describe different sources of prior information in 

section 3; present results of a simulation study in section 4 

and describe the application in clustering cancer genomics 
data in section 5.  

2. Probabilistic Model And Computational 

Algorithm 

2.1 Probabilistic model 

Suppose we have a dataset for T data points and M 
features, X is the T × M matrix where xij is the values of 
data point i in feature j. Accordingly, xi =( xi1, xi2, …, xiM). 
In our applications xij is the expression level of the ith gene 
for the jth experimental condition, then xi=(xi1, xi2,…, xiM) 
denotes the complete expression profile for the ith gene. 
Each data point can be viewed as being generated by one 
of the Q underlying patterns represented by probability 
distributions. Data points generated by the same pattern 
form a cluster of similar objects. If ci is the classification 
variable indicating the probability pattern that generates 
the ith data point (ci=q means that the ith data point was 
generated by the qth pattern), then a clustering is defined 
by a set of classification variables for all data points C=(c1, 
c2,…, cT). The probability distributions generating data 
points in a cluster are assumed to be multivariate M-
dimensional Gaussian distributions. That is, ci=q implies 
that xi ~ NM(q,q), where q is the mean and q is the 
variance-covariance matrix of the M-dimensional 
multivariate Gaussian distribution. 
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The probabilistic model describing the distribution of 

the data (i.e. observed expression profiles xi) is given in the 

form of a Bayesian network. Dependencies between 

various model parameters and the data are defined by the 

Directed Acyclic Graph (DAG) in Figure 1. Nodes in the 

network represent random variables and arcs define the 
independence structure of the joint probability distribution 

function. An arc drawn between a node and a dotted 

rectangle containing multiple nodes implies that it is the 

parent node for all nodes within the rectangle. 

 
Figure 1 

 

Figure 1 shows the Bayesian networks of PGIMM: M 

denotes the means of each cluster,   denotes the variance 

and C denotes the cluster indication for each data point. 

Variables C,,  represent relative preference between 

clusters that is based on the size of each cluster [19]. The 

variable at the outmost level which contains rw ,,,  are 

hyper parameters. The prior information incorporated is 

represented by variable P. As we can conclude from Figure 

1, P is only related with cluster labels C. 
Assuming that the probability distribution of any node 

is independent of its non-descendants if values of the 
parent nodes are given (Directed Markov Assumption), the 
joint probability distribution of all parameters and data is 
given by the product of the local probability distributions 
of individual random variables given their parents.  
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where M=(1,…,Q) and S=(1,…,Q) are the set of all 

mean vectors and variance-covariance matrices defining 

expression patterns, P is the prior clustering structure. As 

specified above, 

),|(),,|( qqiNii xfSMqcXp    

where fN(.|,) is the multivariate Gaussian probability 

distribution function with mean  and variance-covariance 

matrix . 

The learning of the clustering structure is achieved by 
estimating the marginal posterior distribution of the cluster 

labels C given data and prior knowledge  

),|,,,,,,(),|,,,,,,(),|( PXSMdPXSMpPXCp 

Our new model deviates from the previously described 
GIMM model in the way that prior probability distribution 

of the clustering variable C is specified. Suppose that prior 

information consists of a clustering structure P=(p1, p2,…, 

pT), where pi is the prior clustering label for data point i (ie 

pi=z if ith data point was clustered in the prior cluster z). 

The prior probability of C given α and P is then given by: 
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Where n-i,j denotes the  number of data points in cluster  j 
without counting xi. PC is defined as: 
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where njz is number of data points in jth cluster which has 
the same prior clustering assignment with ith data point (pi), 
nj is total number of data points in jth cluster and nz is total 
number of data points whose prior clustering assignments 
are the same with ith data point. Intuitively, PC responses 
to measure the relative consistency between potential 
clusters and prior clustering assignments and new clusters 
are generated without considering prior clustering.  

2.2 Learning Algorithm 

The semi-supervised learning of the clustering structure in 
the data proceeds by estimating the posterior distribution of 
the parameters in the model given data and prior 
knowledge ),|,,,,,,( PXSMp   using the Gibbs sample 
algorithm. The Gibbs sampler iteratively draws values 
from the conditional posterior probability distributions for 
each random variable in the model given all other variables 
and the data. The resulting Markov Chain converges to the 
joint posterior distribution. The posterior conditional 
distributions for most variables in the model remain the 
same as previously described [18]. However, the 
conditional posterior probabilities of assigning data points 
to clusters are modified based on incorporating the prior 
information and follows from Equation (1).  
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Initialization: The learning procedure started with setting 

every data points assigned into one same cluster. That is: 
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1 0

T

0

2

0

1 C...CC  

Corresponding clustering parameters (  , ) are calculated 

and sampled. The number of cluster ( q ) is set to one. Base 

on the values of prior variables P , the  values of PC   are 

set as:  

1 0

T,1

0

2,1

0

1,1 PC...PCPC  

The global mean and variance (
x , 2

x ) are calculated from 

the data and all other model parameters are initialized by 

sampling from prior distributions. 

Iterations:  

1. Update cluster allocation variables 

Given all parameters’ value after kth iterations 

),,,,,,( kkkkkk wrM kC  the Gibbs sampler updates each 

parameter in the (k+1)th iteration by drawing values from 

the posterior conditional distributions functions of each 

parameters given all current values of other parameters and 

prior knowledge. Cluster allocation variables 1kC  are 

updated first accordingly based on Equation 3, conditional 

on the ),,,,,,,( XPwrM kkkkkk  . 
2. Update means and variances for all clusters 

),( 11  kkM are drawn from their posterior conditional 

distributions, given ),,,,( 1 kkkkk wrC   Rest of the variables 

in the model ),,,( 1111  kkkk wr  are then drawn from their 

respective posterior distributions given the current values 

of all other variables and the data ),,,( 11 XPM kk   [18]. 

The value of  is set to 1[19]. 

 
Estimated posterior marginal distributions of clustering 
allocations are summarized by calculating posterior pair-
wise probabilities (PPP) of co-groupings as the proportion 
of Gibbs sampler cycles in which two data points were 
grouped together after enough ‘burn-in’ steps. Hierarchical 
clusterings of genes and samples were created by using 
PPPs as the similarity measure and applying the complete 
linkage agglomeration method. 

3. Prior Information Sources 

The prior information to the PGIMM algorithm is provided 

in the form of a partition of the data point into a certain 

number of clusters. In principle, any informative source of 

meaningful biological information which can be used to 

create such partition can be used as source of the prior 

information. Here we demonstrate the use of prior 

clustering structure based on,  (i) independent gene 

expression datasets; (ii) computationally predicted 

transcription factor motif binding information; and (iii) 
Gene Onologies (GO)[17]. 

3.1 Clustering of independent expression dataset 

One obvious source of prior knowledge that could be used 
in clustering gene expression data is the clustering results 

obtained in a different, already analyzed dataset. For 
example, numerous data sets have been generated that 
profile transcriptomes of primary breast cancer tumors. 
One way to integrate information in these independent, but 
related datasets is to incorporate the clustering structure 
uncovered in the unsupervised analysis in one of the 
datasets to as the prior information into the semi-
supervised analysis of the other dataset. Unfortunately, 
evaluating benefits of adding such prior information is 
difficult since we do not know the correct answer to the 
problem. Here we use one such dataset [15] to demonstrate 
the utility of such approach when the prior clustering is 
perfectly representative of the unknown “truth”. We first 
cluster the complete dataset and designate the results of the 
cluster analysis as both the “gold standard” and the prior 
information. Then we select a smaller subset of the 
samples and assess our ability to re-create the “correct” 
clustering by using incorporating the prior adopting 
PGIMM methodology.  

3.2 Motif Matching Measurements 

It is generally assumed that the co-expression patterns 
revealed in a cluster analysis are reflective of the 
underlying gene expression regulatory mechanisms. 
Binding of transcription factors (TF) to their cognate DNA 
motifs within gene promoter regions is one of the most 
important mechanisms employed by a cell in regulating 
gene expression levels. Here we demonstrate the use of 
computationally derived information about the putative 
existence of TF binding motifs within gene promoters as 
the prior knowledge which is, further, integrated into our 
PGIMM framework.  
 
For each of the 304 human transcription factors with at 
least one PWM in the Transfac [6] version 12.1 database, 

we scored genes as to how likely they were to have such a 

motif within 10kb of their TSS. Suppose that jl is the lth 

PWM defining the DNA binding motif of length L(jl) 
associated with the jth TF and Sijx is any DNA fragment of 

length L(jl) in the 10 kbp DNA region around the TSS for 
the ith gene. We first score all such fragments for all genes 

based on the simple string matching algorithm using the 

IUPAC summaries of PWMs. For fragments having the 

string matching score higher than the median, we calculate 

the score measuring the likelihood of Sijx being the binding 

site for the jth TF as  

0

( | ) 1
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( | ) ( )
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where p(Sijx|jl) is the probability of Sijx being generated by 

the product multinomial model with the PWM jl and 

p(Sijx|0) is the probability of Sijx being generated by the 
background 3rd order Markov chain with the transition 

matrix 0 estimated using 10 kb fragments around TSS for 
all genes in the genome. The gene-specific scores for the ith 
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gene and the jth TF are then set to the maximum likelihood 

score among all DNA fragments for this gene. Genes 

without a single fragment in the top 50% based on the 

initial string matching algorithm are assigned a score of 0. 

3.3 GO category 

Gene Ontologies (GO) are prototypical groupings of 

functionally-related genes. They are commonly used in 

functionally annotating results of the cluster analysis [12].  

Assuming that the functionally-related genes are more 

likely to be co-regulated and thus co-expressed than 

functionally-unrelated genes, we use co-occurrence in the 

same GO categories as the prior information within the 

PGIMM framework. Due to a complex structure of Gene 

Ontologies as a directed acyclic graph of categories such 

that parental nodes contain genes of all its descendants, 
clustering genes based on their co-membership in GO 

categories is a non-trivial problem [12, 29]. We use the 

information theory based similarity measurements.  
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2
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log
1


       (6) 

here nk is number genes annotated in kth GO categories, N 

is the total number of genes annotated in the GO database. 

and hierarchical clustering to construct clusterings of genes 
based on their GO annotations.  

 

4. Simulation Study 

The performance of our computational framework was first 
tested in a simulation study. We simulated a series of 
datasets based on a simple 2-cluster clustering structure 
with 150 genes in each cluster (300 rows) measure across 
10 samples (columns). All 150x10 values in the first 
cluster were randomly sampled from a Gaussian 
probability distribution with the mean 0 and the fixed 
variance, and all values in the second cluster were 
generated from a Gaussian distribution with the mean 
equal to one and the same fixed variance. By increasing the 
variance used to simulate gene expression levels, we 
increased the “difficulty” of the clustering problem. For 
each experimental scenario (ie each variance level, we 
generated 50 synthetic datasets 
 

 
(a) 

 
(b) 

 
(c) 

Figure 2 

 
Figure 2 shows the example datasets and the resulting 

cluster analysis for three different simulation settings: (i) 
Figure 2(a) shows data with standard deviation 1.0 and (ii) 
Figure 2(b) with standard deviation 1.5 and (iii) Figure 2(c) 
with standard deviation 2.0. As expected, the higher the 
variance the more difficult to reconstruct the clustering 
structure correctly. 

For each simulation scenario, we constructed average  
Receiver Operating Characteristic (ROC) curves. ROC for 
hierarchical clustering was constructed by cutting the tree 
at heights of each branching depths to create clusterings 
with every possible number of clusters. For a fixed number 
of clusters, a pair of genes belonging to the same cluster 
was assumed to be a “true positive” if they both belonged 
to the same original cluster under the simulation design, 
and it was considered to be a “false positive” if they both 
belonged to different original cluster under the simulation 
design. True and false positive rates were then obtained by 
dividing the number of true/false positives with the total 
number of gene pairs belonging to the same cluster and the 
total number of gene pairs not belonging to different 
clusters. When the number of clusters is equal to the 
number of genes and all genes are placed in their own 
individual clusters, both true and false positive rates are 
equal to zero. An ROC curve is defined when we reduce 
the number of clusters and both true and false positive rates 
increase. At the extreme when all genes are placed in the 
same cluster, both true and false positive rates are equal to 
one. By averaging FPRs and TPRs across 50 datasets for 
each number of clusters, we obtained the average ROCs for 
each scenario depicted in Figure 3. The higher the area 
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under the average ROC curve, the better is the performance 
of the clustering algorithm in reconstructing the original 
clustering structure. 
 

 
Figure 3 

 
There are seven lines in the figure: black line represents the 
clustering performance when variance is smallest (std=0.5) 
and there is virtually no false positive pairs in any of the 50 
simulated datasets. On the other hand the average ROC 
curve for the two highest noise levels is overlapping the 45 
degree line indicating that the clustering algorithm is not 
better than a random assignment into different clusters. To 
assess the effects of incorporating the prior knowledge we 
use the variance structure that is in the middle of our 
“dynamic range” (std=1.5) allowing us to asses datasets 
both improvements and reduction in precision with 
designed cluster variance 1.0 and 2.0 as priors. 

Figure 4(a) shows the hierarchical tree generated by 
simple GIMM algorithm for dataset with variance 1.0 (also 
referred to as the prior dataset). Prior clusterings with 
different number of clusters are obtained by cutting the tree 
at 0.1, 0.2, 0.4, 0.8 and 1.0 levels and examine the 
improvement in accuracy using the PGIMM algorithm on 
the same simulated datasets. The best ROC curve (Figure 
4(b)) corresponds to the prior clusterings with two clusters 
obtained in this case by cutting the prior tree at 0.4 and 0.8 
levels. This is somewhat intuitive given that the correct 
clustering structure has two clusters. The gains in accuracy 
are progressively diminished as the tree is cut at lower 
levels creating prior clusterings with too many clusters, but 
are still significant for levels 0.2 and 0.1. For example, 
with the prior clustering structure obtained by cutting the 
tree at 0.2 level, the average ROC curve is higher than for 
the clustering of the dataset simulated at the lower noise 
level (std=1) generated without the prior knowledge. When 
the prior clustering structure consists of putting all data 
points in the same cluster (cut-off=1), there was not 
additional information provided to the PGIMM algorithm 

and the clustering is the same as without the prior 
knowledge. 

 
(a) 

 
 (b) 

Figure 4 
 
Figure 5(a) shows the hierarchical tree generated by 
GIMM for dataset with higher noise level (std=2.0). To 
generate prior clusterings, the tree is cut at  0.05, 0.15, 
0.25, 0.3 and 0.4 levels. Similarly as in the previous 
example, adding prior information either improves the 
accuracy, or it does not decrease it (Figure 5(b)) even 
though the prior information is very noisy. In summary, 
PGIMM algorithm effectively incorporates the prior 
clustering knowledge that is consistent with the correct 
clustering structure. Even when such prior information is 
rather vague, it still improves the accuracy of the semi-
supervised analysis over the simple unsupervised analysis. 
Cutting the prior hierarchical tree at different levels will 
affect the level of gain in precision, but the accuracy is 
never worse than in the baseline unsupervised analysis. 



6 

 

 
(a) 

 
 (b) 

Figure 5 

 

5. Cancer data application 

We examined the problem of improving the accuracy of 
clustering genes based on their expression levels across 
independent primary breast cancer samples using the 
PGIMM algorithm and different source of prior 
knowledge. The use one of the commonly used microarray 
datasets [15] consisting of 251 primary breast tumors 
analyzed using Affymetrix human 133A gene chip. The 
gold standard clustering of genes was constructed by the 
unsupervised analysis of all samples. Then, we construct 
20 random subsets by drawing randomly each time 10 
samples without replacement from the set of 251 samples  

 
Figure 6 

 
Figure 6 shows the gold-standard hierarchical clustering 
results on  generated by GIMM using the whole dataset. 
The gold standard clusterings with different number of 
clusters were constructed by cutting this tree at 0.1, 0.2, 
0.5, and 0.8 levels. Then we use three different types of 
prior information to overcome the small sample size in the 
20 sub-sampled datasets and make the resulting clustering 
as close as possible to the gold-standard clusterings based 
on the whole dataset. 
 

5.1 Perfect Priors 

We first assess the performance of the PGIMM algorithm 
when using the gold standard clusterings as prior 
information. The purpose of these tests is to evaluate the 
appropriateness of our generative model for the real-world 
microarray data. In the simulation study we showed that 
when the data is generated in accordance to our model, the 
algorithm behaves as expected. Here we show that our 
model approximate the real world data sufficiently well for 
the algorithm to be effective. The number of clusters in 
prior clusterings for all three types of prior information are 
given in  Table 1. The first column (perfect prior) 
corresponds to the gold standard clusterings in Figure 6 
 

Height Perfect Prior Motif Priors GO Priors 

0.1 915 782 - 

0.2 684 423 1154 

0.5 237 116 440 

0.8 82 61 79 

Table 1 

 
As in the simulation study each individual ROC curve 

is averaged over 20 random samples. To compare directly 
multiple priors for multiple gold standards, each average 
ROC curve was summarized by calculating the Area Under 
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the Curve (AUC). The random assignment corresponding 
to the 45 degree ROC line has AUC of 0.5. 

 

 
Figure 7 

 
Figure 7 shows summarized AUCs for different cut-offs 
generating the gold standards (x-axis) and the use of these 
same gold standards as the prior information (different 
colored) lines. The black line shows the average 
performance of the simple unsupervised GIMM algorithm. 
Adding any kind of prior information within the PGIMM 
algorithm improves the performance over the unsupervised 
analysis. The performance is generally better when prior 
clusterings have fewer clusters with every situation in 
which the number of prior clusters is smaller than or equal 
to the gold standard, the accuracy is virtually perfect.  
 
5.2 Motif Matching Priors.  
We explored the use of computationally derived 
transcription factor binding scores described in section 3.2. 
instead of gold-standard priors. All datasets and the gold 
standard used to compare the produced clusterings are 
same as in the previous section. Binding scores for 5 
transcription factors reported to be associated with the ERα 
binding and transcriptional regulation [13] were used to 
cluster genes. Figure 8(a) shows the hierarchical tree of the 
clustering generated by GIMM. Again, prior clusterins 
were created by cutting this tree at different levels. The 
distribution of the number of clusters in such clustering 
was similar to the distribution of the number of clusters in 
the gold-standard (second column in Table1).  

Figure 8(b) shows the clustering performance of the 
PGIMM algorithm for different prior clustering and 
different gold standards (x-axis). In this case cutting the 
prior tree at intermediated levels worked better than cutting 
at the high level. Still, none of the prior clusterings have 
detrimentally affected the accuracy in any significant way. 

 
(a) 

 
 (b) 

Figure 8 
 

5.3 GO Priors. 

We repeat the tests from the previous section using 

now the prior tree constructed based on the Gene 

Ontology annotations to construct the prior tree in 

Figure 9(a).  



8 

 

 
(a) 

 
 (b) 

Figure 9 

In this situation, the number of clusters obtained by cutting 

the prior tree were significantly higher for the lower cut-off 

levels (third column in Table 1), and the PGIMM 

performed slightly worse than the simple unsupervised in a 

couple of scenario (Figure 9(b)). However, while the 

improvements when using the prior clustering with the 

fewest clusters are significant, the slight deteriorations for 

the prior clusterings with large number of clusters seem to 

be well within the margin of error. 

5. Conclusion 

We demonstrate the utility of the PGIMM framework in 

performing semi-supervised analysis of genomics data. 

Unlike previously developed procedures, PGIMM does not 

require prior specification of the number of clusters. In the 

simulation study, we showed that even the very noisy prior 

information that is concordant with the correct clustering 

structure can significantly improve the accuracy of cluster 

analysis. These results were extended to the real-world 
data analysis utilizing the gold-standard clustering as the 

prior information. In the situation when the prior 

information comes from completely independent sources, 

and its correlation with the gold standard in uncertain, the 

PGIMM still offered significant improvements, but it was 

less robust with respect to selecting the number prior 

clusters. The future research work is needed to develop 

optimal ways to use the prior information when the gold 

standard is not known. 
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